
processed data
data_key: split, max_points, T

training windows
max_windows, holdout_frac

pretrained load
(Chronos, TimesFM, Timestral)

labels

pool generator fit
(VAE weights)

Diffusion-TS fit

target_params*.json

fidelity unit
+ fidelity_*, disc_epochs

model_configs.json

utility unit (TSTR)
+ tasks, models, hpo

TRTR (real)

pool sample
pool_size, pool_mult

series of method m
+ assembler/joiner settings

(e.g. knn_k, mbb_*, join_overlap)

unit_fp = hash(processed data, own settings,
relevant JSON files, upstream unit_fp).

A unit is skipped if its files exist with the same unit_fp;
fidelity and utility: per cell (cells.json).

Example: changing knn_k recomputes vae_knn series
and their fidelity/utility; pools, VAE, other methods,

labels, TRTR and real fidelity are kept.


